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Abstract: X-ray tomography is a non-destructive imaging technique that reveals the interior of
an object from its projections at different angles. Under limited-angle and low-photon sampling,
a regularization prior is required to retrieve a high-fidelity reconstruction. Recently, deep
learning has been used in X-ray tomography. The prior learned from training data replaces
the general-purpose priors in iterative algorithms, achieving high-quality reconstructions with
a neural network. Previous studies typically assume the noise statistics of testing data is
acquired a priori from training data, leaving the network susceptible to a change in the noise
characteristics under practical imaging conditions. In this work, we propose a noise-resilient
deep-reconstruction algorithm for X-ray tomography. By utilizing total variation regularization to
prepare the input reconstructions for the network, the learned prior shows strong noise resilience
without training with noisy examples. The advantages of our framework may further enable
low-photon tomographic imaging where long acquisition times limit the ability to acquire a large
training set.
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1. Introduction

X-ray tomography is a non-destructive imaging technique that visualizes the interior features
of solid objects, with applications in biomedical imaging [1–4], materials science [5–7],
manufacturing inspection [8–10], geology [11], and other disciplines. The core idea is to
measure the X-ray flux projected through the object at many angles, and then use a reconstruction
algorithm to determine its attenuation coefficients throughout the imaging volume. A high-quality
reconstruction can be generated by densely-sampled, full-angle, and noise-free measurements
that cover the entire Fourier space [12]. However, in practice, acquiring such measurements can
be a challenge for an object with geometric constraints or radiation sensitivity, and also when
the acquisition is time sensitive. For measurements that are limited-angle, sparse-view, and
noisy, the resulting inverse problem becomes ill-conditioned due to the deficits in the Fourier-
space information [13–15]. Under such sampling conditions, direct and filtered back-projection
algorithms fail to produce satisfactory results. To retrieve a high-fidelity reconstruction, it is
essential to utilize a regularization prior on the object distribution [16].

Conventionally, the regularization prior is a general-purpose penalty function included in
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the objective function of an iterative optimization algorithm. The algorithm would propose a
random reconstruction, and then update the proposal by minimizing the optimization objective,
which consists of a data-fidelity term that measures how well the simulations match the actual
measurements, and a term that penalizes lack of regularity or mismatch to a prior distribution.
The final reconstruction is regarded as the maximum a posteriori (MAP) estimate given the prior
distribution. One of the most successful priors for tomography is total variation (TV) [17,18],
which penalizes the discrete gradient of the reconstruction to minimize unsupported variation.
For the special case of having a uniform prior distribution, iterative reconstruction is referred
as the Maximum Likelihood Estimate (MLE). Alternatively, regularization priors can also be
learned, e.g., through unsupervised machine learning such as sparse coding [19,20] or supervised
machine learning methods [21–23]. Supervised learning is a powerful tool to acquire a prior
distribution from well-labeled data. Given a paired dataset, a machine learning algorithm
can be trained to create an inverse map that directly generates object reconstructions from the
measurements. During training, the spatial correlations of the objects are implicitly learned. Test
data, i.e., data which is distinct from training data, can be used to evaluate the generalization
errors of the learned prior [24, 25]. Some efforts also utilize a conventional algorithm that first
generates an estimate of the object for a deep neural network, a subset of machine learning based
on artificial neural networks, achieving better reconstruction quality by separating the forward
model of tomography from the network training [26–28]. Among these approaches, filtered
back-projection (FBP) with a convolutional neural network based on UNet is favored due to its
computational efficiency. Once trained, networks with learned priors are able to greatly improve
the FBP reconstruction without requiring additional iterations or regularization [29].

One major assumption in previous studies of the learned prior is that the noise statistics in the
measurements are comparable between training and testing datasets. Assuming measurements
are corrupted by Poisson noise, the reconstruction quality from using the learned prior is generally
evaluated by testing data with the same number of photons per ray as the training data. However,
in practical tomography systems, training and testing data might have different photon counts per
ray due to the variability in the light source and detector. For a testing dataset with a different
noise level in terms of photon counts than training data, the generalization of the learned prior is
not guaranteed [30, 31], leading to performance degradation or failure in producing high-fidelity
reconstruction [32–34]. The ability to maintain reconstruction quality against noise statistics
variations in the test data is called the “noise resilience” of the learned prior.

Table 1. Acronyms for the reconstruction algorithms.

Abbreviation Definition

FBP filtered back projection

MLE maximum likelihood estimate

MAP with TV maximum a posteriori estimate with total variation

FBP+UNet
improved FBP, MLE, or MAP reconstruction

MLE+UNet
using the learned prior from UNet, shown in Fig. 3

MAP+UNet

In this paper, we propose a noise-resilient deep-reconstruction algorithm for X-ray tomography.
Our method improves the noise resilience of the learned prior by using low-noise simulation
data for the training set. Through optimizing the data-fidelity and sparse-prior (total variation)
terms, noise-resilient MAP reconstructions are generated for UNet neural networks to acquire
a noise-resilient prior distribution during training. Both simulation and experimental results



show that utilizing total variation to regularize the maximum a posteriori estimate, instead of
a more standard maximum likelihood or filtered back-projection approach, improves the noise
resilience of the learned prior at moderate photon counts per ray. Without training samples from
different photon statistics, the MAP+UNet approach can produce acceptable reconstruction down
to 80 photons per ray in simulations, and 214 photons per ray in experiments, allowing us to
obtain comparable fidelity reconstructions with 8x fewer photons in simulation and 2.5x fewer
photons in experiments than using the FBP+UNet approach. Here, an acceptable quality means
the Mallat Scattering Transformation (MST) metric is less than 3 � 10�3. All acronyms for the
algorithms investigated in this paper are defined in Table 1.

The rest of the paper is organized as follows: First, we introduce the forward model and three
reconstruction algorithms for X-ray tomography in Section 2. Next, we explain our noise-resilient
approach based on neural networks in Section 3. Simulation and experimental results are in
Sections 4 and 5, respectively. Concluding remarks are in Section 6.

2. Background

2.1. Forward model for X-ray tomography

Fig. 1. Conceptual diagram for the X-ray imaging system, shown in object-fixed
coordinates. The source and detector are rotated together about the object, with X-rays
traveling along the red arrows. The pixelated detector is the grey rectangle shown at
three locations, but, like the source, only appears one at a time. The rotation axis is H.

An X-ray tomography system typically consists of a cone-beam source, a high-precision
rotation stage, and a detector. The conceptual diagram is in Fig. 1. The measurements are
projections of the attenuation coefficients of the object at different angles, i.e., the integral over
the ray from the source through the object to a detector pixel at each angle, and over different
photon energies of the ray. For monochromatic illumination with reconstruction to a single
material, the forward model can be simplified and discretized to

6 = A„ 5 ” = #0e�U� 5 � (1)

where 6 is the noise-free measurement in terms of photon counts, A is the forward operator,
#0 is the photon counts per ray from the source, U is the attenuation coefficient of a reference
material with units of inverse length, and � is the system matrix with a unit of length, and 5 is
the fractional density at a point in the object compared to the reference material. In Eq. (1), U is
a real scalar, � 5 is a matrix-vector product, and the exponential is applied to each component
of the resulting vector. In practice, measurements are subject to noise from various sources.



Assuming Poisson statistics in the detection, the forward model can be modified to

6� � �„6”� (2)

where 6� is the noisy measurement vector, and � is a vector of Poisson distributions whose
parameters are elements of the vector 6. We implemented the forward model in PyTorch with
parallel computation on a graphics processing unit [35].

2.2. Reconstruction algorithms

2.2.1. Filtered Back-Projection (FBP)

The FBP algorithm directly generates the inverse solution 5̂ by

5̂ = A�1 �H„6�”� � (3)

Here, A�1 is the inverse of the forward operator and H is a filter to smooth the noisy measurement
6�. The FBP method is computationally efficient and effective for full-angle and densely sampled
data [36]. However, streak artifacts typically appear in the reconstruction for measurements that
are limited angle, or sparsely sampled and noisy [37, 38].

2.2.2. Maximum A Posteriori (MAP) estimate

A Maximum A Posteriori (MAP) estimate is the iterative reconstruction obtained by maximizing
an objective function based on a likelihood incorporating the projective geometry and a given
prior distribution. The optimization goal is to find an optimal estimate 5̂ of the following
objective function [39, 40]

5̂ = arg max
5 „0”

h
?„6� j 5 „0” ” ‚ V	„ 5 „0” ”

i
(4)

where ?„6� j 5 „0” ” is the likelihood of a proposed reconstruction 5 „0” given the noisy measurement
6� for a particular projective geometry, representing the data-fidelity term; 	 is the regularization
prior, and V is the regularization parameter. The optimization continues until a certain convergence
criterion is achieved. The key to a high-quality iterative reconstruction is a proper regularization
prior and its parameter for a given set of objects [41–43]. One of the most successful priors for
tomography is sparsity, which assumes the reconstruction has a sparse representation after certain
transformation [44–46]. For a sparsity-promoting prior such as total variation (TV), the 	 term
penalizes variation in the function recovered, which tends to impose sparsity in the function’s
gradient. For the special case when the prior distribution 	 is uniform or V is zero, iterative
reconstruction can be regarded as the Maximum Likelihood Estimate (MLE). In general, iterative
optimization is able to achieve higher reconstruction quality than direct inversion algorithms at
the expense of increased computation [42, 47], though in practice one usually determines the
regularization prior and its parameter by trial and error [23].

2.2.3. Supervised learning with a learned prior

Supervised learning is a data-driven approach. Given a set of training samples from the joint
distribution % „6�� 50”, where 6� is drawn from the set of physical measurements, and 50 is drawn
from the set of ground truth objects, the machine learning algorithm acquires the regularization
prior implicitly by approximating % „ 50 j 6�”, the conditional probability of having an output 50
given an input 6�. In particular, deep learning, a subset of machine learning based on artificial
neural networks, has shown promising results for tomography in recent years [23,26,48–51]. The
process of approximating % „ 50 j 6�” becomes an optimization problem, where the objective is to



find a deep neural network with appropriate weights which can map the physical measurements
6� to its corresponding ground truth object 50 from training data

ŵ6 = arg min
w
E„6� � 50 ”

h
�f�w „6�”� 50g

i
� arg min

w

=trainÕ
8=1

�

�
�w „6�8 ”� 508

	
� (5)

Here, �w is a deep neural network, w is a vector of weights, =train is the number of training data,
and � is the loss function. This is known as end-to-end training. Once trained, the inversion of
the forward operator and the object prior would be incorporated into the weights of the network.

In contrast to end-to-end training, in physics-assisted training [28] a conventional reconstruction
algorithm pre-processes the training data before sending it into the network. Utilizing a
conventional algorithm to produce approximate reconstructions reduces the learning burden, and
leads to

ŵ 5 = arg min
w
E„ 5̂ � 50”

h
�f�w „ 5̂ ”� 50g

i
� arg min

w

=trainÕ
8=1

�

�
�w „ 5̂8”� 508

	
� (6)

where 5̂ is an estimate of the object from a conventional algorithm. One of the most popular
physics-assisted methods is FBP with a convolutional neural network based on UNet, where
the approximate object 5̂ is the result of the FBP algorithm to encapsulate the physical model
of the imaging system. After training, the convolutional UNet can remove artifacts while
preserving image structure in the FBP reconstruction without requiring additional iterations and
regularization, showing high computational efficiency and low latency [29]. Other variants of
this technique have also shown promising results with short inference time and reconstruction
quality superior to MAP with general-purpose priors [22, 26, 52, 53].

3. Noise resilience of deep-reconstruction networks

One major concern with using supervised learning for tomography is the generalization problem,
which refers to the ability of the learned prior to adapt to unseen testing data. When properly
trained, the learned prior can generalize well and produce high-quality reconstructions for testing
data from the same distribution as the training data. However, in practical tomography systems,
training and testing data can come from different distributions. Though one could know the class
of imaging objects a priori and fix the imaging geometry, the noise characteristics in the data
might vary in time.

Previous studies of supervised learning typically assume that the noise statistics in the
measurements are comparable between training and testing datasets. If measurements 6� are
corrupted by Poisson noise, the reconstruction quality from the learned prior is evaluated by
testing data with the same photon count #0 per ray as the training data. When the trained network
is given testing data collected at #1 photons per ray, a noise distribution shift would occur between
training and testing, and the reconstruction quality from the learned prior might not be guaranteed
when no training samples at #1 photons are provided. In other words, the estimated conditional
probability % „ 50 j 6�” may be unreliable if the joint distributions %

�
6�
#0
� 50

�
0 %

�
6�
#1
� 50

�
,

where #0 and #1 indicate the different photon statistics in the measurement 6�. The ability to
maintain reconstruction quality against noise statistics variations in test data is regarded as the
noise resilience of the deep-reconstruction network.

Ideally, one would approximate % „ 50 j 6�” by using a set of distribution %
�
6�
#8
� 50

�
� #8 2

f0� 1� 2� ���g to ensure the noise resilience of the deep-reconstruction network. This data-driven



Fig. 2. Histograms for the reconstructions from three algorithms. TheHaxis shows
the frequency of the values on theGaxis that occurs in the reconstruction under
sparse sampling and low-photon tomographic simulations. The blue represents the
ground truth distribution, and the other colors represent the histograms from di�erent
reconstruction algorithms under di�erent photon counts per ray. The reconstructed
values of the FBP are constrained by0 � 5; those of MLE and MAP are constrained by
0 � 5 � 1. The bin width is 1

1280.

approach requires collecting training data under various noise levels, which is time-consuming,
laborious, and may have di�culty converging in practice. Another approach is to form a joint
distribution that is insensitive to the noise level in the measurements, i.e., one could simply
reject the noise in the measurements by a general-purpose prior (such as sparsity) to produce a

noise-resilient reconstruction̂5, and then approximate%
�
50 j 5̂

�
by one set of training distribution.

In Fig. 2, we show histograms for reconstructions from the FBP, MLE, and MAP with TV
approaches under sparse sampling and low-photon tomographic simulations. The simulation data
are generated with a �xed imaging geometry and 1000 objects sampled from the distribution of
CircuitFaker [28]. Details about the imaging geometry and algorithms con�guration can be found
in Appendix A and Appendix C respectively. The blue represents the ground truth distribution
(reconstructed from full-angle, densely-sampled, and noise-free measurements with MAP), and
the other colors represent the histograms from di�erent reconstruction algorithms under di�erent
photon counts per ray. MAP with TV shows the strongest noise resilience as the distribution
shifts between reconstructions from di�erent photon counts are smaller than for FBP and MLE

approaches. Therefore, approximating%
�
50 j 5̂MAP

�
instead of%

�
50 j 5̂MLE

�
or %

�
50 j 5̂FBP

�

with the same optimization parameters on the same deep neural network should yield the most



noise-resilient prior and thus noise-resilient reconstructions. In addition, the learning burden is
reduced by providing the network with higher quality reconstructions.

4. Simulation results

Fig. 3. A conceptual diagram for the learning-based algorithms with UNet.

We �rst demonstrate our noise-resilient approach for ill-conditioned tomography with sim-
ulation data. The imaging condition is constrained to full-angle, sparse sampling (with 32
projections), and low-photon tomographic simulations (from 32 to 2000 photons per ray) where
the ill-conditioning exhibits itself severely without regularization. Details about the imaging
geometry can be found in Appendix A. There are three traditional reconstruction algorithms,
namely FBP, MLE, and MAP with TV, and three learning-based algorithms obtained by adding
a UNet for each, designated as FBP+UNet, MLE+UNet, and MAP+UNet. All acronyms for
the algorithms are de�ned in Table 1. For a fair comparison, three learning-based algorithms
share the same optimization parameters and UNet architecture. The only di�erence is in the
input reconstruction. A conceptual diagram is shown in Fig. 3, and details about the network
architecture can be found in Appendix B. The training datasets are generated by a �xed imaging
geometry sampled from a synthetic circuit distribution CircuitFaker [28] with 10 000 objects
with noise-free measurements. The testing datasets are generated by the same geometry with
1000 objects with di�erent Poisson noise levels in the measurements. The ground truth recon-
structions are obtained from full-angle, densely-sampled (with 1600 projections), and noise-free
measurements with MAP. Under parallel-beam approximation, the cone-beam projections are
divided into line projections. The reconstructions are 150� 150� 1 voxels �lling a region of
8.0 mm� 8.0 mm� 0.1 mm volume from the line projections. Although we acquire data for 16
layers of circuit objects in a single experiment, we reconstruct these layers independently, using
a 2D algorithm for each. The reconstructions are cropped to 128� 128 pixels for visual and
quantitative comparisons.

Fig. 4 shows 2D reconstructions, at selected photon counts per ray, for di�erent algorithms
using simulations data. Each row represents di�erent reconstruction algorithms. Each column
represents reconstructions under di�erent photon counts per ray. Reconstruction from the lowest
right closely resembles the ground truth. Visually, MAP+UNet generates better reconstructions
at lower photons per ray compared to MLE+UNet and FBP+UNet approaches.

The quantitative comparison of di�erent algorithms is shown in Fig. 5. The Pearson correlation



Fig. 4. Selected 2D reconstructions (in 128� 128) for di�erent algorithms using
simulations data. Each row represents a reconstruction algorithm. Each column
represents an intensity of the photon rays. Reconstruction from the lowest right closely
resembles the ground truth. The dotted orange line is the boundary between acceptable
and unacceptable performance as determined by the MST metric of Eq. (8) in Fig. 5.

coe�cient Ais de�ned as

A50–5̂ =
cov¹ 50–5̂º

f 50 f 5̂
– (7)

between ground truth reconstruction50 and reconstruction̂5 from a particular algorithm, where
covis the covariance andf is the standard deviation. This �rst metric is introduced to evaluate the
traditional quality of the reconstruction, where the acceptable quality threshold is1 � A� 10� 1.
Its short coming is that it is a pixel by pixel correlation that is sensitive to mis-registration and
image distortion, and is not highly sensitive to the connectivity or topology of the image.

On the other hand, the normalized! 2 distance (or precision) of the logarithm of the Mallat
Scattering Transform (MST) space [54,55] is de�ned as

q 50–5̂ =
k� ¹ 50º � � ¹ 5̂ºk2

k� ¹ 50ºk k� ¹ 5̂ºk
– (8)

where� is the logarithm of the MST operator with pre-de�ned kernels. This second metric
is introduced to evaluate the multi-scale correlation, and connectivity (topology) of the image.



Fig. 5. Quantitative comparison between di�erent reconstruction algorithms for
tomographic simulations under di�erent photon counts per ray. TheGaxis is the number
of photons per ray, and theHaxis on the top �gure is1 � AwhereAis the Pearson
correlation coe�cient. TheHaxis on the bottom is the! 2 distance in MST. Here the
error bars are standard deviations of 1000 test instances in the log scale. The dotted
orange line shows the thresholds of acceptable performance.



It is also insensitive to mis-registration and image distortion. An acceptable quality of the
reconstruction is approximatelyq � =• " 2 = 3� 10� 3, where the image is of size" 2 = 128� 128
and= = 50 is the average number of circuit elements. More information about the MST metric
can be found in Appendix D. In the plots we report the means and standard errors for the two
metrics over 1000 test instances from CircuitFaker. The quantitative evaluations agree with
our observation in Fig. 4. Although the results for the Pearson correlation coe�cient show
qualitatively the same results as the MST metric, there are signi�cant quantitative di�erences,
that will be even more signi�cant in the next section. For that reason, we focus our attention on
the interpretation of the MST metric. Given the threshold of3 � 10� 3, without using the UNet
prior on the reconstruction, the performance of the algorithm is not acceptable. If the UNet prior
on the reconstruction is used the performance is acceptable depending on the number of photons
per ray. Using FBP+UNet, greater than 550 photons per ray are required to have acceptable
performance. If the Gaussian prior for the noise is added using the MLE+UNet, then only greater
than 120 photons per ray is required. Adding the additional sparsity prior on the reconstruction
with the MAP+UNet reduces the threshold to greater than 70 photons per ray.

Note the large error bars as the performance improves by dropping below10� 3. The error bars
span6 � 10� 5 to 3 � 10� 3 with a value of2 � 10� 4. In terms of=, the number of circuit elements,
the range is between1 and30 with a value of5. Remember that the threshold was a value of
= = 50. It will be shown in the next section that the experimental results will not have these large
error bars, but the value of= will be 30, the upper of this range for the simulation data.

5. Experimental results

Next, we demonstrate our noise-resilient approach using experimental data. The imaging
condition is similar to our simulation setting, and is constrained to full-angle, sparse sampling
(with 32 projections) and low-photon tomographic measurements. The imaging objects are
designed in OpenSCAD, with 3D con�guration based on new samples drawn from the synthetic
circuit distribution CircuitFaker. Each circuit independently occupies one layer and stands on
a broad substrate, and all substrates are excluded from the reconstruction process. The 3D
con�guration is fabricated by using projection stereo-lithography apparatus (Ember 3D printer,
Autodesk) with clear resin (PR48), followed by washing with isopropyl alcohol to remove
uncured monomers from the as-printed sample, then transferred to the tomography imaging
system for experimental measurements. The training dataset has 120 samples collected with
the highest averaged number of photons per ray (13 598), and the testing data sets have 40
samples each, and collected over the range of 66 to 3347 photons per ray. The ground truth
reconstructions are obtained from full-angle, densely-sampled (1600 projections), and the highest
photon count per ray measurements with MAP. All the learning-based algorithms share the same
optimization parameters and UNet architecture. The weights in the networks are initialized by
values trained from simulation data, and then updated by 120 experimental training samples for
transfer learning [56].

Fig. 6 shows 2D reconstructions, at selected photon counts per ray, for di�erent algorithms
using experimental projection data. Each row represents di�erent reconstruction algorithms.
Each column represents reconstructions under di�erent counts per ray. The reconstruction
shown in the lower right corner closely resembles the ground truth. These experimental results
qualitatively follow the same trends as the simulation results. The noise resilience of the
MAP+UNet method remains the best among the three learning-based algorithms, generating
informative reconstruction with the lowest photons per ray measurements. Fig. 7 shows the
quantitative comparison between di�erent reconstruction algorithms for experimental data under
di�erent photon counts per ray. Using the same requirement for an acceptable quality3 � 10� 3

for the MST metric, none of the methods that do not employ the UNet prior on the reconstruction
have acceptable performance. Again, all of the methods that do employ the UNet prior on the



Fig. 6. Selected 2D reconstructions (in 128� 128) for di�erent algorithms using
experimental data. Each row represents a reconstruction algorithm. Each column
represents an intensity of the photon rays. Reconstruction from the lowest right closely
resembles the ground truth. The dotted orange line is the boundary between acceptable
and unacceptable performance as determined by the MST metric of Eq. (8) in Fig. 7.

reconstruction have acceptable performance given a certain number of photons per ray. The
FBP+UNet requires greater than 460 photons per ray. If the Gaussian prior for the noise is
added using the MLE+UNet, then only greater than 280 photons per ray is required. Adding
the additional sparsity prior on the reconstruction with the MAP+UNet reduces the threshold to
greater than 200 photons per ray. Note that the experimental results with UNet prior below the
threshold are near the upper bound for the simulation results.

6. Conclusions

In this paper, we demonstrate a noise-resilient deep-reconstruction approach for X-ray tomography.
Our method improves the noise resilience of the learned prior by more computation, rather
than more training data collected under various noise levels. Through utilizing a sparsity-
promoting prior, the distribution shifts between input reconstructions from noise-free and noisy
measurements are reduced, leading to a noise resilience learned prior without the need to obtain
noisy training samples. Both simulation and experimental results show the validity of our
noise-resilient approach: utilizing total variation to regularize the maximum a posteriori estimate,
instead of a more standard maximum likelihood or �ltered back-projection approach, improves



Fig. 7. Quantitative comparison between di�erent reconstruction algorithms for
experimental data of 40 instances under di�erent photon counts per ray. Symbols as in
Fig. 5. The dotted orange lines show the thresholds of acceptable performance.



the noise resilience of the learned prior.

Table 2. Thresholds for acceptable performance. The number of photons per ray must
be greater than these thresholds for acceptable performance. All methods include the
UNet prior on the reconstruction. The MLE+UNet adds a Gaussian prior on the noise.
The MAP+UNet further adds a sparcity prior on the reconstruction.

Method Simulation (photons/ray) Experiment (photons/ray)

FBP+UNet 550 460

MLE+UNet (+Gaussian) 120 280

MAP+UNet (+Gaussian+sparcity) 70 200

Without training samples from di�erent photon statistics, the use of the UNet prior on the
reconstruction leads to acceptable tomographic reconstructions of experimental data down to 200
(MAP+UNet), 280 (MLE+UNet), and 460 (FBP+UNet) photons per ray, and of synthetic data
down to 70 (MAP+UNet), 120 (MLE+UNet), and 550 (FBP+UNet) photons per ray. The required
photons per ray are decreased, for both the experimental and simulation data, by the Gaussian
prior for the noise with the MLE+UNet, and even more by the additional use of the sparsity
prior on the reconstruction with the MAP+UNet. The thresholds for acceptable performance are
summarized in Table 2.

It has been shown that the �oor value for performance is determined by the complexity of the
circuit. For the simulation, the layers (images) appear to be well resolved and the reconstructions
span the complete range of complexity from1 to 30degrees of freedom. This is compared to the
experimental data which always shows the maximum complexity of30 degrees of freedom. This
further justi�es the threshold of= = 50 for acceptable performance.

This is the big picture (see Fig 8). We started with FBP as the base case. This method
is a resonant stacking method that enhances the signal and rejects systematic (non-Gaussian)
noise powerfully and rejects statistical noise (Gaussian) weakly. There are three priors and
combinations of those priors that were evaluated: (1) Gaussian prior on the noise, (2) sparsity
prior on the reconstruction, and (3) UNet prior on the reconstruction. One can look at the e�ect
of these priors as a �lter on the reconstruction where the Gaussian noise prior is a �lter cutting out
the Gaussian noise, and the last two are �lters passing what the reconstruction should look like.
The Gaussian noise prior will obviously be limited in that it will not remove non-Gaussian noise.
This will be worse for the experimental data, compared with the simulation data constructed
with Gaussian noise, since more of the experimental noise is not Gaussian. While both the
Gaussian noise prior and sparsity prior on the reconstruction are bene�cial, the UNet prior on the
reconstruction is essential and reduces the marginal bene�t of the �rst two priors. The marginal
bene�t of the �rst two priors will be less for the experimental data. Need to add the case for UNet
with noise. Suspect that this does not add much especially for the real data, but takes a lot more
computation. This is the main point of this paper � replace putting the noise rejection into the
UNet with addition of the Gaussian noise + sparcity

A �nal conclusion � the advantages of our framework may further enable low-photon
tomographic imaging where long acquisition times limit the ability to acquire a large training set.
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Appendices

A. Imaging geometry for X-ray tomography

Our X-ray imaging system is the Zeiss Xradia 620 Versa at MIT.nano. The X-ray spectrum is
generated from a tungsten target with a tube voltage of 80.0 kV and a power of 10.0 W. The
3D printed sample from CircuitFaker is placed 230 mm from the source and is mechanically
rotated from0� to 360� evenly with 1601 projections by a high-precision stage. A charge-coupled
device (CCD) is placed 572 mm from the source. The Fresnel number is approximately 100
therefore it is safe to use projections in the forward model. The imaging geometry is shared
between simulations and experiments. With a cone angle of3� (or maximum divergent angle
1•5� ), and a maximum tolerance angle around2•4� for the sample, we use the parallel-beam
assumption for the reconstructions. The Poisson statistics for the measurements in simulations



are synthetically generated. The experimental exposure time varies from 35 ms to 9 s per view
for di�erent imaging conditions.

B. Network architecture

Fig. 9. UNet architecture for Deep Tomographic Imaging. The top box shows the
overall design of the network, where the light orange modules are downsampling blocks
and the dark orange modules are up-sampling blocks. Blue dotted lines represent the
skip connections. The middle box shows the design of the downsampling blocks. The
bottom box shows the design of up-sampling blocks. BN is batch normalization.

Fig. 9 shows the network architecture for the learning-based algorithms. Four downsampling
blocks and four up-sampling blocks were used in the UNet-like architecture. The spatial
dimension of the feature map is reduced or up-sampled by 2 per block. The downsampling is
achieved by stride convolution and the up-sampling is by transposed convolution. The initial
input is f 128–128–1g, same as the output dimension. The latent vector in the center has the
dimensionf 8–8–512g, where the channel size is in the last dimension. ReLU is used as the
activation function in the blocks. The skip connections concatenate features from downsampling
blocks to up-sampling blocks. The script that generates the architecture can be found on our
GitHub page [35].

C. Algorithms con�guration

Our iterative and deep learning algorithms are implemented in Python 3.8.13 using PyTorch
1.12.1, and performed with Intel Xeon Gold 6248 and an NVIDIA V100 tensor core graphics
processing unit on MIT Supercloud [57]. The parameters for CircuitFaker are the same as
introduced in [28]. For all the deep learning algorithms, the number of trainable parameters is
around 14 million. An AdamW optimizer [58] is used with parametersV1 = 0•9, V2 = 0•95, and
weight decay of 0.05. The loss function is the mean squared error. For training with simulation
data, the batch size is 64, which is the number of samples processed before the model is updated,
the number of warmup epochs is 40, and the total number of epochs is 400. The neural network
gets one update from one batch of training samples per iteration, and gets all updates from all
the batches per epoch. For transfer learning on experimental data, the batch size is 10, the



warmup epoch is 10, and the total epoch is 100. The initial learning rate is5 � 10� 4 per iteration,
and the scheduler reduces the learning rate with half-cycle cosine after warmup, in proportion
to 1 ¸ cos¹c=•=totº where= is the epoch number [59]. For the iterative algorithm, an Adam
optimizer [60] is used with the initial learning rate of10� 2. The total number of iterations is
100, and the scheduler reduces the learning rate by half per 20 iterations. The loss function is
again the mean squared error in the measurement space. The regularization parameterVfor TV
in MAP reconstruction is 0.25 for densely sampled measurements, and 2 for sparsely sampled
measurements. The FBP algorithm is implemented in MATLAB with a Hanning �lter [61]. The
hyperparameters for Mallat Scattering Transformation of two-dimensional reconstructions in 128
� 128 are J of 4 and L of 8. J is the log-2 of the scattering scale, L is the number of angles used
for the transform.

D. MST image metric

The Mallat Scattering Transformation (MST) can be viewed as a Convolutional Neural Network
(CNN) [62� 64] with predetermined weights. The �lters are cleverly designed so that by a
convolve-binate cycle, the CNN can span an exponentially large range in scale with a kernel of
constant size. In other words, a very fast algorithm, analogous to a Fast Fourier Transform (FFT),
can be constructed. For instance, on modern GPUs, the MST takes about 10 ms on a 512x512
image. A very useful way of de�ning the< -th order MST of a �eld 5¹Gº is

( < »5¹Gº¼¹?º � q?min ¢
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Note that this is a path integral in?: and a prescription needs to be chosen of how to go around
the poles, see Zinn-Justin [65] for additional details. Equation(11) is the common choice of
normal ordering.

This transform has been shown by Mallat [66] to be Lipschitz continuous to di�eomorphic
deformation (unlike the Fourier Transformation), and by construction (through the �nal convolu-
tion with q?min) to be translationally invariant over a patch of size1• ?min. That is, it is locally
stationary.

The form of the MST in Eq.(9) can be identi�ed as a CNN with a speci�ed (�tting to data not
necessary) and elegant structure. There is a multi layer (in< , the order of the MST) application
of a bank of convolutional kernels (that is,k ?), a nonlinear activation (that is,mod), and a �nal
pooling operation (that is,q?minº.

The construction of the MST, so that is Lipshitz continuous to di�eomorphic deformation,
is what makes it insensitive to mis-registration and deformation because they are both small
di�eomorphic deformations. It also induces a high sensitivity to topology, since the topology is
invariant to di�eomorphic deformation. In fact, it can be shown that it is a metric of topology.
Furthermore, taking the logarithm of the transformation �attens the dynamics to a low dimensional
complex linear subspace, the dynamical manifold, of an in�nite dimensional Hilbert space (the




